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Jeremy Fox’s random advice for giving a good talk in ecology and evolution, 
including common statistical mistakes to avoid 

 
Below are some tips for graduate students on giving a good ecology & evolution seminar, 
including advice on some common statistical mistakes. This is quite a personal list, not a 
complete set of advice for giving a good talk. For more complete advice, see 
http://www.indiana.edu/~halllab/, where ecologist Spencer Hall has compiled a great list 
of resources (click on “Grad resources”).  
 
Some of these points relate to things that (in my experience) crop up a lot in graduate 
student seminars, while some relate to things that crop only rarely but are serious 
problems when they do. Note that some of the advice has to do with things that happen 
before you prepare your seminar. My former colleague Pat Harris liked to say, “The great 
thing about a talk, as opposed to a poster, is that you can revise the talk until the words 
are out of your mouth.” This is partially true, but only partially. The work of making your 
talk a good one starts from the moment you first start thinking about your research 
project, not the moment you sit down to make your first slide. For advice on how to 
develop a research program (i.e. do all the stuff you need to do before you give a talk), 
check out Karban and Huntzinger’s How to Do Ecology: A Concise Handbook (2006, 
Princeton University Press, available in paperback and quite cheap). 
 
Preparation 
1. Practice.  
 
2. Practice in front of an audience, such as your lab group. This will help you weed out 
big issues, and will make you more comfortable in front of larger and less familiar 
audiences. If your department has a graduate student seminar series, you should be 
speaking in it (and if it doesn’t have one, you should start one!) Note that the feedback 
you get from speaking in your department’s graduate student seminar series will be more 
useful if you present a well-prepared presentation, rather than thinking of the seminar as 
“practice”. If you’re poorly prepared, the only useful feedback you’ll get will be “be 
better prepared”.  
 
3. If you know the audience for your practice talk is likely to go easy on you, ask them to 
be tough. It does you no favors to get only positive feedback. Think of it like this: if 
there’s some serious problem with your research or your presentation of it, would you 
rather hear it from your friends in an informal setting, or from strangers in a formal 
setting?  
 
4. Ideally, the audience for your practice talk will include some people who are much 
better and more experienced at giving talks than you are; it shouldn’t just be your fellow 
students. 
 
5. If you can, practice in front of an audience that includes good, critical people who 
work in a different field. Your talk probably isn’t a very good one if the only people who 
find it interesting (or even understand it) are your labmates. Plus, this will help prepare 
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you for those times (such as job seminars) when you’ll be speaking to an audience mostly 
comprised of people who don’t do what you do.   
 
6. It’s better to be overprepared than underprepared. If necessary, write your talk out 
word-for-word and memorize it. This is what I did for my first public talk, and I still do it 
sometimes today (I’m unusual in doing this, but it works for me). I do this mostly to 
ensure that I pack as much information as possible into the time available without going 
too fast, but it’s also a useful thing to do if you’re nervous. It’s better to sound 
overrehearsed than to forget what you wanted to say and panic. Over time, you’ll grow to 
be less nervous, the material will become more familiar, and you won’t need to write 
your talks word-for-word. 
 
7. Feel free to bring notes, but they should only be there to make you feel better (“I can 
always refer to my notes if I forget what I wanted to say”), or to glance at occasionally. 
Don’t read your talk. 
 
8. A good way to improve your own seminars is to attend other people’s and take notes 
on what you liked and didn’t like about them. Pay attention to both content and 
presentation. Pay special attention to how the talks are structured, how good talks “tell a 
story”, and to how good speakers motivate their choice of question and study system. 
Compare notes with your friends and labmates. And listen critically; even some very 
famous people give terrible talks! 
 
Delivery 
1. There’s no one “best” delivery style, though there are plenty of things to avoid (e.g., 
don’t fidget with your hands, don’t mumble, don’t pace back and forth...). Don’t feel you 
have to tell jokes or put on a performance if that’s not your thing (although if you’re 
bland to the point of monotone, you need to work on that...) 
 
2. Don’t read anything negative into the body language of anyone in the audience. If 
someone falls asleep, it’s probably because he falls asleep at every seminar. If someone 
looks like they hate your talk, well, they probably don’t. I once gave a practice talk to a 
friend who literally sat there wide-eyed, blank, and slack-jawed, as if he was stunned at 
how terrible my talk was. But as soon as I finished, he said, “That was terrific, I don’t 
really have any comments.” Turns out that’s just the way he looks when he sits in the 
dark watching a talk. But it certainly was disconcerting for me as a speaker. If there’s 
someone like that in the audience, I try to avoid looking directly at them.   
 
3. A corollary to #2: If someone in the audience looks like they’re really into your talk 
(smiling, nodding along with what you’re saying, etc.), focus more on them. Don’t focus 
on them exclusively (that looks weird; you always need to toss at least occasional glances 
at every part of the room). But look at them a bit more than you might have otherwise, 
even make a bit of brief eye contact. It’ll help your confidence.   
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Slide design 
1. Don’t use any font smaller than 24 pt. Arial, and your slides will always be readable 
from the back of the room. (I’m not saying you should necessarily use Arial as opposed 
to some other font; that’s just a size guide). Exception: text no one really needs to read, 
but that just needs to be there, like photo credits, can be smaller. 
 
2. Use Powerpoint’s animation feature to cause the elements of a complex slide to appear 
one by one as you click the mouse, and talk about each one as they appear. This is 
especially useful for slides with several bullet points, and for complex figures. When you 
put up a slide, your audience immediately starts trying to read all of it, or take all of it in. 
By bringing up the elements one by one, you give the audience visual information in 
digestible bits, and force them to focus on the element that you’re talking about before 
moving on to the next one. To do this for graphs produced on a PC, copy them (as 
Windows Metafiles, if you’re given the option), paste them into Powerpoint as Windows 
Metafiles, and then ungroup them, allowing you to treat them as drawings that you can 
fiddle with. (Note: just make the elements appear—don’t have them dissolve in, or fly in 
from the left, or whatever other silly animation options Powerpoint provides!) 
 
3. Keep your bullet points short. The audience will try to read any text you put up on the 
screen. And if they’re reading, they’re not listening to you. 
 
4. Sans serif fonts like Helvetica and Arial are easier to read on slides than serif fonts like 
Times New Roman. 
 
5. If you use some kind of pretty picture as background on a slide, you at least need to 
fade the background so that the content of the slide stands out and is readable. And you 
should probably give your data figures a solid background, because transparent figures 
superimposed on a background photo are almost always hard to read. Personally, I just 
stick to a plain white background. Pretty pictures are great, but pretty pictures as 
background just distract from whatever it is you actually want the audience to look at. 
 
Structuring your talk 
1. A good talk has a narrative—it’s like telling a good story. Lay out your question, 
describe how you’re going to answer it, and answer it. 
 
2. You need to grab the audience’s attention at the start of a talk. A pretty or dramatic 
picture that illustrates the question or organism or phenomenon you plan to talk about is 
good. A text slide (such as the definition of a key term) is bad, unless it’s attention-
grabbing because it’s a pithy quote from Darwin or something like that.  
 
3. Start general and then narrow down to specifics. For most talks, you want to start with 
the big, general idea or question or observation that motivates your research. For instance, 
my colleague Lawrence Harder works on the evolution of angiosperm reproductive 
systems. He often starts his talks with a collage of flowers of various species, illustrating 
the enormous diversity of floral form. This huge diversity cries out for an explanation. 
Then he narrows down, for instance to the particular aspect of floral form that will be the 
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subject of his talk, and then to the specific angiosperm family in which he studied that 
particular aspect of floral form, etc. Because most of your audience probably doesn’t 
work on the same system as you, you need to put your work in a more general conceptual 
and empirical context in order to grab their attention and interest, and in order to help 
them understand how your work fits into the broader field of ecology and evolution. 
(This applies when you’re writing papers, too) 
 
4. Following on from #3: However, you’ll likely run into trouble if you place your work 
in a superficial or poorly thought-out general context. A mistake I’ve occasionally seen 
students make is to describe a project that’s really being conducted for one reason, but 
say it’s being conducted for a different, more general reason. For instance, the project 
might be presented as testing some general theoretical hypothesis, when in fact that’s not 
the real motivation, or at least not the primary motivation. “Tacking on” general ideas 
after the project has already been developed is rarely convincing, and opens you up to 
tough questions. You’re likely to be asked questions such as “If you really want to test 
general hypothesis X, why aren’t you working in this other system which has features 
that make it much easier to test hypothesis X?” or “If you really wanted to test general 
hypothesis X, why wouldn’t you conduct experiments P, Q, and R, which are completely 
different from the experiments you actually conducted?” The message here is that the 
general ideas and context need to be part and parcel of the initial design of the project. 
It’s possible that down the road you might realize that your project actually does provide 
a nice test of some general hypothesis it wasn’t originally designed to test (indeed, the 
audience might point this out to you!) But unless and until you realize that, be honest 
about the motivation for your work, and think through that motivation carefully.  
 
5. Talk about ecology, not what ecologists say about ecology. For instance, starting out 
your talk by saying “Many ecologists are currently interested in X” is a poor way to 
motivate your work. Many ecologists are interested in boring things, and what ecologists 
are interested in changes all the time. The fact that many ecologists think that X is 
interesting or important does not prove that it is interesting or important. And even if X is 
interesting or important, you still need to explain to your audience why it’s interesting or 
important, rather than just invoking the collective authority of other ecologists. (This also 
applies when you’re writing papers) 
 
6. You probably don’t need an outline slide for a 15-20 min. talk, such as you might give 
at a scientific conference. Even longer talks generally don’t need an outline. Especially in 
a shorter talk, the minute you spend talking about your outline is a minute you could 
spend actually giving your talk. The exception is if your talk has an unusual or complex 
structure (e.g., you’re going to talk for 10 min. about one project, then talk for 10 min. 
about a completely different project).  
 
7. Don’t talk about the natural history of your study system until after you’ve developed 
the question you’ll be asking. The audience needs to know how the natural history 
information fits into the narrative of your talk. If you give them natural history 
information before you explain why you’re giving it to them, you’re essentially asking 
the audience to remember random information for later. This is difficult and distracting. 
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Active listeners (i.e. people who are thinking actively about what you say as you say it, 
which is what a good listener does) will be trying to figure out the relevance of what 
you’ve just told them, and getting annoyed because they aren’t able to do it. The 
exception is if the natural history of your study system is the major motivation for your 
work. For instance, for a talk about the reproductive system of the phoenix, it might be 
appropriate to start with a picture of a phoenix and say something like “This is the 
phoenix. It has a unique reproductive system: it spontaneously combusts and then 
regrows from its own ashes. My research concerns the selection pressures that favor 
spontaneous combustion…”     
 
8. A corollary of #7 is that you should only give natural history information that’s 
relevant to the question you’re asking. To continue with the phoenix example, don’t tell 
us about the domestication of phoenixes by human wizards if your talk is on phoenix 
reproduction. It confuses the audience to provide irrelevant information—your audience 
will be distracted trying to figure out what phoenix domestication has to do with your talk. 
And if you try to keep the audience from getting distracted by saying “I’m now going to 
give you some interesting natural history information, although it isn’t relevant to my 
talk,” you’re simply inviting the audience to tune out (and to forget what your talk was 
about in the meantime). It’s fine to give a bit of general background on the natural history 
of your organism, and it’s nice to do so because it adds a bit of flavor to the story you’re 
trying to tell. But don’t go into any detail on aspects of the natural history that aren’t 
directly relevant.  
 
9. Tables work poorly in talks—they take too long to digest visually. This includes 
statistical tables like ANOVA tables. Avoid them.  
 
10. If when describing a slide you have to say “I know you can’t see/read this, but what it 
shows is that…”, you need to redesign your slide. For instance, it’s typically impossible 
to read the labels on the tips of a phylogenetic tree of any size—which is why you need to 
use coloring of branches or some other method to highlight the features of the tree that 
you want the audience to see. Big tables require small text, which makes them illegible 
and is another reason to avoid tables.  
 
11. Where to put acknowledgements is controversial. My colleague Lawrence Harder 
feels strongly that you don’t want to end with an acknowledgements slide, because the 
last thought you want to leave the audience with should have to do with your science, not 
“Here are some random strangers with whom I worked.” Lawrence suggests starting with 
your acknowledgements, right after your title slide but before you begin the talk itself. 
This is sometimes done, but personally I find it rather jarring. As an audience member, 
I’m mentally ready for the talk to begin immediately. Being shown acknowledgements 
first is like riding in a car that stalls when the light turns green. The bottom line is that 
there’s really no perfect place for an acknowledgements slide—it interrupts the flow no 
matter where you put it. In a paper, the reader can simply skip the acknowledgements 
section, but they don’t have that option when listening to a talk. If you don’t have many 
acknowledgements, you can work them into the talk instead (e.g., “Here’s a picture of my 
field site, with my assistant Joe Schmoe taking a water sample”). But that isn’t feasible if 
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you have many people to acknowledge. And there is something rude about skipping 
acknowledgements entirely, even though your audience knows or assumes without being 
told that you had help with your work. So perhaps the best advice is to not dwell on the 
acknowledgements. Just put them up, at the beginning or the end, say “I’d like to thank 
all the people who helped me,” and move on.   
 
12. You don’t need to mention your funding sources—just put their logos on your title 
slide, or on your acknowledgements slide. 
 
13. Anticipate questions you might get and include backup slides (after your concluding 
slide) that address those questions. One of the best feelings you can have as a speaker is 
to be able to say “That’s a great question; I have a slide that addresses it…” This is a 
good way to resolve the dilemma of how much detail to include in your talk; you can 
include extra details in your backup slides in case you’re asked about them. 
 
Statistical advice (both for talks, and in other contexts) 
1. Small but common statistical mistake: don’t confuse correlation and regression, even 
though they’re closely related. If you’re using a scatterplot to illustrate a correlation (so 
no distinction between independent and dependent variables), it shouldn’t have a 
regression line on it. 
 
2. This piece of advice and the next one relates to model selection and exploratory 
analyses. This is a personal pet peeve of mine, so I’m going to go on at some length. 
Don’t take that to mean that this piece of advice is the important advice you’ll ever get—
it’s not. Just humor me, because this is something that really bugs me.  

Often in science you don’t have any a priori hypotheses to test. Perhaps little is 
known about, say, the factors that drive the habitat selection behavior of phoenixes. So 
you’ve measured a bunch of habitat variables and now you want to find out which ones 
best predict phoenix presence/absence. This kind of problem is called a model selection 
problem. You don’t have an a priori statistical model that you want to test (as would be 
the case if you’d done an experiment and you wanted to compare the treatment mean vs. 
the control mean). Instead, you’re going to select your statistical model (in this case, the 
variables that best predict phoenix habitat use) from some set of candidate models. 

Here’s a very common mistake to avoid: don’t confound exploratory and 
confirmatory analyses. That is, don’t confound model selection and model testing. It is 
not ok to inspect your data or do some sort of preliminary analysis, identify the model 
that seems to be the best (e.g., the variable that seems to be most strongly related to 
phoenix habitat use), and then do a statistical significance test just on that model, as if it 
was the only one you ever considered. This is circular reasoning—you’re using the data 
to tell you what hypothesis to test (from a set of candidate hypotheses), and then testing 
that hypothesis on the same data. 

The message here is not that you shouldn’t do exploratory analyses—you 
absolutely should. The message is that you need to separate your exploratory analyses 
from your confirmatory ones. There are various ways to do this. You can  go out and 
collect additional data to test the hypotheses suggested by your exploratory model 
selection analysis. This is often what grad students do—use their second field season to 
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collect data testing hypotheses developed based on data from their first field season. If 
you have enough data, you can divide your dataset in half at random, using the second 
half to test hypotheses suggested by exploratory analysis of the first half. This is 
sometimes called model validation (and there are most sophisticated ways to do it). The 
trouble with this is that by dividing your dataset in half you sacrifice power, which 
inhibits both exploratory and confirmatory analyses. But that’s the price you pay for not 
engaging in circular reasoning.  

Analogous problems crop up if you do many different exploratory analyses on 
your data. That is, you conduct various statistical tests (e.g., some ANOVAs, a regression, 
a PCA…), none of which were planned in advance, and then keep whichever ones give 
you “significant” results, thereby letting the data dictate which questions you ask. Or you 
conduct the same analysis on several different dependent variables (e.g. several different 
diversity indices; the abundances of several different species), and then only keep the 
results that came out “significant”. This kind of thing is sometimes called “fishing for 
statistical significance”.  
 
3. Perhaps the most common context in which the problem of circularity identified in #2 
crops up is in multiple regression, when used with automated model selection algorithms 
like stepwise addition and/or removal of predictor variables. Such stepwise procedures 
(which include “forward selection” and “backwards elimination”) are implemented in 
pretty much any stats package. It is not for nothing that multiple regression is sometimes 
known as a “multiple linear fishing expedition”. 

Unfortunately, even professional ecologists often don’t realize that automated 
model selection algorithms are subject to the problem of circularity identified in #2. This 
lack of awareness probably reflects the fact that every statistics package in the world 
reports incorrect P values for multiple regression when the tested model is chosen using a 
model selection algorithm. Every stats package reports the P value for the chosen model, 
as if that were the only model tested (i.e. as if the model had been specified a priori). 
Again, this is circular reasoning: the model selection algorithm is using the data to tell it 
what hypothesis to test (i.e. what predictor variables to include), and then testing the 
“significance” of those predictor variables using the same data. As you can quite easily 
confirm for yourself, this often leads to highly “significant” final models being selected 
even if the data comprise random numbers. A set of, say, 20 random predictor variables is 
highly likely to contain at least one that just so happens to be a good predictor of the 
dependent variable in this particular dataset. Of course, that “significant” relationship 
likely would not show up if you went out and collected more data, although a 
“significant” relationship with a different predictor variable probably would.  

There is a way to get correct P values for multiple regression when using a model 
selection algorithm (bootstrapping the entire model selection process), but sadly no one 
ever does it. The moral here is, just because lots of people make a mistake doesn’t mean 
it’s not a mistake.  

So if you want to conduct a multiple regression, but don’t plan on bootstrapping 
the entire model selection process, or on collecting additional data to validate your 
selected regression model, what do you do? My suggestion is not to use model selection 
at all. Just put all your predictor variables into your multiple regression and report the 
results. Your model likely will include some non-significant predictor variables, which 
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will use up a few error df, but that’s not usually a big deal. It won’t greatly affect your 
ability to identify the most important predictor variables and precisely estimate their 
effects (unless your predictors are collinear, but that’s a different issue). And if it is a big 
deal, it means you don’t really have a sufficiently-large sample size to test all the 
predictor variables you want to test, and so you ought to go and collect more data. And if 
you can’t get more data, well, too bad! Nobody said ecology was easy. 

  
4. Check that the assumptions of your analysis are met, but be aware of the limitations of 
doing so via formal statistical tests for normality and constant variance. This is another 
personal hang-up of mine, so indulge me while I go on at a bit of length. 

Personally, I find that inspection of residuals is often more useful than formal 
tests of assumptions. Once you have a bit of experience, just looking at the appropriate 
residual plots tells you everything you need to know about how well your assumptions 
are satisfied, and also guides you as to what to do if they’re not (e.g., what error 
distribution and link function to choose in a generalized linear model if the data aren’t 
normal and homoscedastic).  

The trouble with formal statistical tests for normality and constant variance is that 
they have power, just like any other test. So if your sample size is small, you are likely to 
fail to reject the null hypotheses of normality and constant variance due to lack of power, 
while if your sample size is large you will have sufficient power to detect even very small 
deviations from normality and constant variance. If you rely on these tests, you will end 
up accepting your assumptions as having been satisfied when you have small sample size, 
but rejecting your assumptions (and so transforming the data, or switching to a 
nonparametric test, or whatever) when you have large sample size. This is arguably 
exactly the wrong thing to do. For instance, the central limit theorem tells us that, the 
larger your sample size, the more closely the distribution of sample means is likely to 
approximate the normal distribution. In other words, when you have a small sample, you 
should be more cautious about assuming normality, not less! Conversely, classical 
parametric statistics are robust to small violations of normality. Here again, the central 
limit theorem tells us that bad violations are only likely at small sample sizes. The small 
violations of normality that you can detect if you have a sufficiently large sample aren’t 
likely to be worth worrying about. 

None of this is an argument that you should use classical statistics rather than 
more modern approaches like generalized linear models. The take home message here is 
simply that you need to know your data, know your stats, and exercise good judgment. 
Statistics is like cooking—there are recipes to follow, but not all of them are good ones, 
and even the good ones are treated more like guidelines by the best cooks, who can judge 
when, why, and how to deviate from the recipe. Don’t just blindly follow the “rules”. 
Rules are not a substitute for thought. 
 


